
Boardwalk Bytes 2026 — Complete Session Guide 

Whether you're a seasoned security professional or just finding your footing in the 

field, Boardwalk Bytes is built around one idea: the conversations that matter. This 

year's speaker lineup brings together practitioners, researchers, and leaders tackling 

the threats and challenges that are shaping cybersecurity right now — no vendor 

pitches, no fluff. 

 

🎤 KEYNOTE — Your Career DRP (Disaster Recovery Plan) 

Cybersecurity is one of the most dynamic career fields on the planet. But are you 

approaching your own career with the same strategic thinking you'd apply to a 

business continuity plan? 

This session reframes professional development through a business lens — because 

like it or not, you're selling your knowledge, experience, and expertise to every 

employer or client you work with. From building the right network (the handshaking 

kind) to positioning yourself for long-term success, this talk is a candid, practical 

guide to taking your career to market. 

You'll leave knowing: How to think about your cybersecurity career as a business — 

and how to grow it intentionally. 

 

Invisible Gateways: How Threat Actors Exploit IoT to Breach 

Organizations 

IoT devices are everywhere — and so are the attackers who know how to use them 

against you. As endpoint protection has improved, threat actors have shifted their 

focus to the often-overlooked devices sitting on your network: cameras, sensors, 

controllers, and more. 



This session pulls back the curtain on real-world IoT attack tactics, exposes the most 

common misconfigurations that open the door to intruders, and gives security teams 

concrete, actionable defenses they can put to work immediately. 

You'll leave knowing: How attackers are using IoT as an entry point — and how to 

close that door. 

 

Cybersecurity's Favorite Fiction: Human Error 

"Human error" is blamed for the majority of security incidents. But what if that 

framing is wrong — and more importantly, what if it's doing active harm? 

This session makes a compelling case that "human error" is not an explanation — it's 

a label we apply after the fact to avoid harder questions about system design, 

organizational pressure, and leadership decisions. When something goes wrong, 

people get blamed because systems can't testify. This talk challenges the field's most 

comfortable story and offers attendees a sharper framework for understanding why 

incidents actually happen. 

You'll leave knowing: How to recognize when "human error" is being used as a 

shield — and what to replace it with. 

 

Securing AI Workloads in Kubernetes: Lessons from Scaling Startups 

Startups move fast. Security practices often don't keep up. Add AI workloads to the 

mix, and the attack surface expands faster than most teams realize. 

Drawing from real production Kubernetes environments, this session covers the 

failure modes that show up again and again — identity sprawl, overpermissioned 

service accounts, implicit trust between services — and walks through the security 

patterns that actually work: identity-first architecture with mTLS and SPIFFE, 

east-west traffic controls, model access isolation, prompt protection, and 

observability for detecting AI service abuse. 



You'll leave knowing: Practical Kubernetes security patterns for AI workloads you 

can implement without slowing down your team. 

 

The Art of Cybersecurity: Where Offensive Rigor Meets Persuasion 

Technical findings don't change behavior on their own. They have to be understood, 

believed, and acted on — and that requires a different kind of skill set than running a 

penetration test. 

This session introduces the Cybersecurity Pyramid of Persuasion, a model for 

turning raw technical findings into shared understanding that drives real 

organizational change. Drawing on penetration testing experience across 

public-sector and enterprise environments — including how publicly available 

information became an attack surface through OSINT — this talk explores how 

belief systems, incentives, and institutional culture shape decision-making, and how 

ethical persuasion bridges the gap between what security teams know and what 

leadership is willing to do. 

You'll leave knowing: How to make your security findings actually land — and why 

soft skills are as critical as technical depth. 

 

Dealing with Shadows: A Day in the Life of a Threat Actor Negotiator 

Ransomware negotiations are rarely just about the money. They're high-pressure 

engagements shaped by psychology, leverage, timing, and uncertainty — all while 

your organization is still figuring out the scope of the compromise. 

This practitioner-led session offers a rare inside look at what it's actually like to 

negotiate with threat actors during live extortion events. You'll learn how threat 

actors communicate, what their behavior signals, and how disciplined negotiation 

strategy — pacing, message control, deliberate delay — can influence outcomes far 



beyond the final payment amount. The session also covers the most common 

mistakes organizations make that increase both cost and exposure. 

You'll leave knowing: What works in ransomware negotiations, what doesn't, and 

what you should never do. 

 

I Am You, and I Can Prove It: Defeating and Redesigning Help Desk 

Identity Verification 

Your help desk is a social engineering target. Phone-based attacks — vishing — have 

become one of the most effective ways threat actors compromise user accounts, and 

many of the identity verification processes organizations rely on are far easier to 

bypass than anyone wants to admit. 

Drawing on hundreds of real vishing calls across dozens of environments, this 

session demonstrates exactly how common verification procedures fail and what 

attackers are listening for. More importantly, it offers concrete, practical strategies 

for redesigning your help desk verification process to balance security with usability 

— including how to leverage MFA and escalation workflows effectively. 

You'll leave knowing: How to build a help desk verification process that actually 

holds up under attack. 

 

Prompt to Breach: Attack Paths in Enterprise AI Assistant Adoption 

AI assistants are being adopted across development, security, and business 

workflows at a pace that's outrunning most organizations' security controls. The 

problem isn't just that employees are sharing sensitive data with AI tools — it's that 

traditional security controls aren't designed to detect it. 

This session walks through real-world enterprise scenarios where AI assistants 

create unintended data leakage paths: developers pasting API keys into coding 

assistants that persist context across sessions, security analysts whose 



AI-summarized reports flow through third-party plugins with their own retention 

policies, and more. You'll walk through concrete attack vectors — prompt injection, 

cross-context data exposure, third-party integration risks — and leave with 

actionable defenses you can implement immediately. 

You'll leave knowing: Where AI assistants are creating exposure in your 

organization — and how to control it. 

 

From IoT Attack Data to Actionable Defense: Machine Learning Insights 

from Real-World Threat Intelligence 

The IoT attack surface is growing faster than traditional security mechanisms can 

handle. This research-driven session presents a machine learning approach to 

identifying and analyzing IoT-based attacks using real-world threat intelligence data, 

developed in collaboration with the Global Cyber Alliance. 

The session covers dataset design, model selection, and evaluation across multiple 

ML models — with strong results in detecting brute-force attempts and 

unauthorized access patterns. But the focus isn't just on detection: it's on how to 

move from predictive output to actionable insight, helping analysts prioritize threats 

and improve incident response. This work has been published in three peer-reviewed 

journals and deployed as a working prototype. 

You'll leave knowing: How machine learning can strengthen IoT defense — and 

how to translate model outputs into decisions that matter. 

 

Nine sessions. Real practitioners. Topics that map directly to the threats and 

decisions your organization is facing right now. Boardwalk Bytes is where the 

security community comes to have the conversations that don't fit in a Discord 

thread. 

 


